High Performance Router Design 2011
Midterm Project

Given a routing table (IPv4 or IPv6), you will need to construct the following data structure to simulate the ip address lookup operation done by router. At first, we define the follows terminology.
ROUTING_TABLE: A file which lists all the prefixes. For IPv4 table, the prefix format is “A.B.C.D/LENGTH”. The A, B, C, and D are 8-bits decimal. For IPv6 Table, the prefix format is “A:B:C:D:E:F:G:H/LENGTH”. The A, B, C, D, E, F, G, and H are 4-digit hex-decimal value. Notice that there is another format that trailing zero are omitted, such as “A:B:C::/LENGTH” (for the case that from D to H are all zero). Search the WWW for the detailed prefix format information.
TRAFFIC_TABLE: A file which lists all IP addresses which will be used for IP address lookup operations. For this project, you can use the IP part value from the given routing table. However, you must randomize the prefix order of the routing table.
Requirement:

First, you need to fully understand the Simple Balanced Search Tree (SBST) given on the course’s web page. You also need to know how to separate the routing table into several groups, where in each group, prefixes are disjoint. You then need to know how to search these groups to find the correct results.
The required data structure the SBST augmented by a 16-bit segmentation table as follows.
1) For the prefixes of length larger than 16, the leading 16 bits of the prefixes are not stored in the segmentation table. You first use the most significant 16-bit as the array index of the segmentation table to find the corresponding array entries. Then, the array entries can be seen as the “root” of the remained 16-bit trie node (If you use binary trie to build these prefixes). That is, for the prefixes whose most significant 16 bits are the same, they will be placed in the same entry of the segmentation table. For those prefixes shared the same 16-bit prefixes, you need to use SBST format described above to store the prefixes.
2) For the prefixes of length 16, the prefixes are directly stored in the segmentation table.
3) For the prefixes of length less than 16, such prefixes are stored in another SBST without using the segmentation table.

So, as a result, there will be at most (65536+1) SBST’s. Each SBST may have several groups according to the routing table. Here is an example:
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Evaluation:
You have to collect the following results:
1) Number of prefixes.

2) Memory Size of the constructed data structure

3) Search Time:
Using the traffic table to query the structure, and record the search time of each prefix. Report the average search time and plot the distribution of number of prefixes versus the search time on a 2D graph.
4) Insert Time:

First insert the 90 % of the prefixes into the data structure, and record the needed time of the remained 10 % of prefixes for insertion. You can decide the 10 % of prefixes by your own.
5) Delete Time:

Delete the 10 % of the prefixes from the data structure, and record the needed time. Also, you can decide the 10 % of the prefixes.
6) Number of Memory Accesses:

Record the average numbers of memory access of above operations.
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